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FROM THE EDITOR
The mission of our new publication, Perspectives on Retail Technology, is to inform Nielsen’s strategic thinking on digital
business. This first edition offers a glimpse into some of the ideas the technology team has been working on recently.
The “Snapshots” section at the front of the book offers a brief look at trending topics and other issues of note. Many of these
short pieces ask as many questions than they answer. We hope they will inspire you to contemplate their subjects further, as we
are doing. As we develop answers, some of these topics will be the focus of full-length articles in future editions.
The three “In Focus” articles that follow offer in-depth analysis intended to help chart a course through fast-moving waters.
Often—as in this edition—these longer articles will share a theme. Here, that theme is democratization, one of the most
powerful forces affecting IT today.
Democratization has had a huge impact on data analysis and data warehousing, and is set to have an equal impact on
advanced analytics. Each of these three topics is the subject of one of the articles that follow. The same themes, business needs,
and foundational technologies run through all of them, and all have been profoundly affected by big data and the rise of the
digital economy.
The “Democratization of Data Analysis” describes the emergence of data visualization tools, which were in the vanguard of the
movement away from centralized IT. The emergence of these tools allowed business users to analyze data without help from
their IT department or specialist analysts.
The “Big Data Warehouse” begins by noting that processes that fed the warehouse have historically been curated by IT and data
analysts. But when big data arrived, it was immediately apparent that these processes could not scale to accept the volume and
variety of big data; the principal bottleneck was the availability of human resources. As with business intelligence, consumerized
tools were developed that enabled business users to assemble the data they needed without recourse to specialists.
Advanced analytics—the exploratory, predictive and prescriptive analysis of big data—is an area democratization is only now
beginning to affect. A business’s ability to do advanced analytics is limited by the availability of expert data scientists, and
demand far exceeds supply. “Analytic Marketplaces” discusses one way in which advanced analytics could be democratized,
which would address this issue. Marketplaces would allow companies to sell statistical models, analytic components and data
visualizations. A business user could use these components individually or assemble them into a custom solution. Analytic
marketplaces are embryonic at present and may never come to fruition. Nevertheless, the potential business value in big data
is so great that it seems certain to drive the creation of tools that democratize advanced analytics, in the same way as business
intelligence and data warehousing.
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In the digital world, IT is everyone’s job, and the
democratization of IT is an unstoppable force.
The most brutal marker of the democratization trend is IT spend. In the early 2000s, a company’s spend on technology was
effectively controlled by the IT department. By 2013, CEB estimated that 40% of a company’s IT spend happened outside
of IT, and in 2015 Gartner estimated this proportion at 50% and rising. In the digital world, IT is everyone’s job, and the
democratization of IT is an unstoppable force.
A final thought: Although most of you will be reading this introduction and the succeeding articles in electronic form, we’re
glad that some of you will have a physical copy of the booklet in your hands. The advantages of digital media are overwhelming,
but research shows that our comprehension, recall and empathy are better when we read printed texts. Technology thought
leadership at Nielsen is all about appropriate technology, not technology for the sake of technology.

Ian Dudley
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SNAPSHOTS

and play your choice of music. That is going to change with
the next generation of assistants. Microsoft is integrating
Cortana with its Power BI business intelligence tools; with
Watson, IBM is already targeting the business market.

THE RISE OF DIGITAL ASSISTANTS
Washing machines that automatically order their own
detergent, Homeland Security facial recognition and spam
detection are all examples of machine learning: programs
that learn to do something from experience and observation,
rather than being explicitly instructed to do it.

Assistants can be given tasks to do by their human, but their
real value is when they show initiative and undertake jobs
without prompting, based perhaps on observations of the
human’s past behavior. A good assistant will continuously
learn from experience, and will know when a task exceeds its
ability and needs human supervision or approval.

Machine learning is no longer restricted to government use
and advanced research laboratories; businesses are adopting
it at an accelerating rate, and it is fast becoming mainstream
technology. Gartner predicts it will be a new general-purpose
technology, significantly disruptive and a source of broadly
diffused growth.

Complex tasks and tasks requiring human-to-human
interaction will become collaborations between humans
and digital assistants. Amy, the digital assistant from x.ai, can
already help schedule a meeting: simply include Amy in an
email to the attendees and she will carry on a conversation
with them until she finds a mutually agreeable time for the
meeting, without any intervention from you. In the future
we’ll have a team of digital “colleagues” surrounding us, both
at home and at the office.

Why? Because machine learning is not about giving users
better tools to improve their productivity, it is about giving
them digital assistants who will do their work for them.
The first digital assistants—Apple Siri, Microsoft Cortana
and Amazon Alexa—were targeted at consumers, rather than
business: they answer simple questions, make phone calls
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There is an in-between solution. Most companies want to
implement their core processes in bespoke software, in
search of additional advantage over their competitors. As a
result, the more likely outcome of a wholesale move to cloud
platforms and services would be the emergence of cloud
component marketplaces: platforms that allow developers to
combine third-party analytic models, datasets, algorithms,
visualizations and more into a bespoke solution, augmented
by their own custom code.

MOVING TO THE CLOUD
Netflix, the dominant provider of streaming media content,
runs its global multi-billion-dollar business entirely on cloud
infrastructure. While Netflix is not unique in its full-scale
embrace of the cloud, it is certainly the best-known exponent
of this approach. Almost all companies are using cloud
services of some sort—whether for email, productivity tools
or customer relationship management—but the wholesale
adoption of cloud by large enterprises is still uncommon.

Once such a market reached saturation, both the cloud
vendors and consumers would have a vested interest in
developing cloud standards and portability. Vendors would
be incentivized to provide seamless migration tools as a
means of winning market share—something that Microsoft
has already begun to do in its Azure cloud environment. If
the price of getting customers on board is developing cloud
standards as a means of preventing vendor lock-in and
controlling the costs of switching vendors, providers of cloud
infrastructure services will gladly pay it.

Analysts agree that cloud usage will continue to grow; what
they don’t agree on is what the mature state of the cloud
market will be. By way of a thought experiment, then, we
might ask what the world would look like if everyone followed
Netflix’s lead and moved all of their systems into the cloud.
In today’s world, companies that use cloud infrastructure
effectively outsource hardware purchasing to their cloud
provider. They give up control over the choice between Dell,
or EMC, or Cisco in exchange for service-level commitments.
If everyone moved their systems to the cloud, hardware
choices would be made by a handful of major cloud providers
working with a slightly larger number of hardware vendors.

One way or another, the wholesale use of the cloud by large
enterprises is pretty well bound to come. Although cloud is
still predominantly a supplement to in-house computing for
large enterprises, today, many small and medium companies
use it exclusively. As more data and services move to the
cloud in service of these smaller companies, they will pull
corporate computing along with them. It may not be long
before cloud becomes the default, not the supplemental,
choice for corporate computing.

The effect on software vendors would initially be less
dramatic, although there would be immediate pressure on
licensing models. These licensing models generally assume
that software is deployed on premise and is always in use.
They would accordingly need to change to reflect the elastic,
pay-per-use nature of the cloud. In the longer term, however,
if companies moved from what they do today—running
software they have licensed from traditional vendors on cloud
infrastructure—to using the software services and platforms
offered by cloud providers and their partners, the change
would be much more profound. Software vendors would likely
see their products commodified in the same way as hardware
vendors are seeing today—and they would no longer have a
direct relationship with their customer.

TRANSFORMING RETAIL
Aiko Chihira is a receptionist at the Mitsukoshi department
store in Tokyo. She greets shoppers as they enter the store,
gives them directions, and chats with them to make them feel
at ease.
Aiko Chihira is a robot.

6

Robots have long been used in warehouses and distribution
centers to pick and move goods. They have proven to be
fast, reliable and cost-effective, but few people thought
this success could be replicated in the less-controlled
environment of retail stores.

experience. One of the most ambitious uses of robots to date
is in the Henn-na hotel in Japan, which employs a staff of 10
robots to perform tasks from check-in to housekeeping. The
hotel has some human staff, but the owner says that robots
perform 90% of the work.

One of the earliest applications of warehouse-style robots in
retail was not the result of a technological breakthrough, but
a change in business model. Click-and-collect services, in
which the customer orders online and collects the items from
the nearest store, allowed robots to be used in the front office
in the same role as in the warehouse: to pick items from
inventory, pack them by order and deliver the order to the
customer service desk.

Basic customer service may not be the most challenging role
in terms of machine intelligence. But in cultures that are
not as fascinated by robots as Japan, it is certainly the most
challenging in terms of consumer acceptance. That said,
the real question isn’t whether the robotics revolution will
transform retail, but just how far it will permeate.

TOTAL CONSUMER READ

Subsequent advances in image recognition and machine
learning made it possible to use robots for new roles in-store,
such as tracking inventory on shelves and monitoring out-ofstock items. In an extension of this role, robots are beginning
to be used to evaluate compliance with shelf layout plans, or
planograms. Unlike humans, robots can be connected directly
to back-office systems, shortening the feedback loop and
helping optimize store performance by minimizing inventory.

The digitization of music, books and movies has led to an
explosion in the ways in which media can be consumed. As
always, however, techniques to measure all these new ways
are essential for effective marketing and product management
This will also be an important question for FMCG, even
though consumer goods can’t be digitized in the same way as
media. With the widespread use of mobile devices, the growth
in ecommerce, and the connection of consumer devices like
fridges and freezers to the Internet of Things, a similar, if
slightly less revolutionary, transformation is underway.

None of these tasks requires the robot to interact with
humans (except to make sure it doesn’t bump into a
customer), but it is easy to see how an understanding of
inventory could be extended to allow a robot to undertake a
customer service role, such as answering questions about
products. If a robot can reliably recognize a customer—
by facial recognition or from an electronic device they
are carrying—it will be able to leverage its connection
with back-office systems to mine the customer’s previous
purchase history. With his or her purchase history, a robot
could provide a more personalized interaction, perhaps
recommending new products or offers.

As a result of digitization, the consumer can purchase from
a retailer through their website or mobile app, as well as
in-store or by phone. Ecommerce is still immature for many
types of products and it is hard to predict the steady-state
split of sales by purchase channel, but it seems certain that
in-store point-of-sales systems will measure a diminishing
proportion of the total sales in the future.
Digital has also made the path to purchase more complex
and varied: prompted by a TV advertisement, a consumer can
research a product on their laptop, go to the store to view it
in person, carry out further research on their phone in-store,

Robots like Aiko Chihira are good for more than just
generating publicity, and trials are being run to see how
they can provide customers with a personalized in-store
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intelligence tools answer intelligent business questions asked
in plain English?

and receive a personalized offer code from the retailer’s
app based on their location. At the end of this process the
consumer may not even buy in-store, but return home and
purchase from the retailer’s website.

One of the best known examples of a computer system
answering natural language questions is IBM’s Watson. In
2011 Watson beat the best human contestants to win the TV
quiz show Jeopardy! To do so, it used 200 million pages of
structured and unstructured encyclopedia-style content, plus
a massively parallel analytic engine to sift through it, looking
for the right answer. If Watson could do that with Jeopardy!,
why can’t business intelligence tools do the same with market
research data?

Digitization is not only complicating the relationship
between the retailer and consumer, but in some cases
completely redefining it. Though the consumer always has
ultimate control of the process, advances in automatic
replenishment—such as the Amazon Dash button and
printers able to reorder their own ink—have minimized the
immediate involvement of consumers in purchases. In the
future, consumers will be able to subcontract purchasing
decisions to digital assistants: a digital personal shopper
could analyze price comparisons, product reviews and offer
code websites to find the best deal, and then order a product
on the consumer’s behalf.

The dataset for consumer packaged goods encompasses
thousands of product categories, hundreds of countries,
dozens of languages, and hundreds of retailers and
thousands of manufacturers, each with its own unique view of
the data. Furthermore, the data contains a host of contextual
linguistic assumptions, which it does not disambiguate. For
example, the data refers to “cheese”, but does this include
processed as well as natural cheese? The right answer to that
question may not even depend on the data itself, but the
context in which the question is asked: is it being asked by
a cheese manufacturer or an artisanal cheese maker? What
market are they trying to evaluate?

Market research measurement needs to provide a total
consumer read—a measure of what the consumer buys
across all the possible routes to purchase: in store, web,
in-app purchases, and so on. With so many complex paths
to purchase, any approach that relies exclusively on active
consumer participation is likely to face severe challenges.
Passive measurement techniques are more promising,
but it will be important to avoid even the perception that
they compromise consumer privacy and to ensure that
the measurement platforms used (e.g., mobile apps) are
sufficiently pervasive to capture a representative sample of
purchasing behavior.

To solve for this, the natural language question answering
(NLQA) system must be programmed to “understand”
market research, be able to disambiguate a question based
on context, and have the flexibility to address the potentially
infinite number of questions a user could ask. Unlike Watson,
which only had to answer questions of fact, a business
intelligence NLQA system would be expected to predict the
future (“What would my sales be if I reduced my price by
10%?”) or even to prescribe it (“How can I grow my market
share by 15%?”).

ASKING IN PLAIN ENGLISH
Business people ask questions like, “Why is my brand
under-performing in the Northwest?” A simple question, but
answering it could require running several scenarios through
a data discovery tool or even creating a custom analytic
program. In a world where you can ask Siri to book a hotel
or find the nearest sushi restaurant, why can’t business

That is a tall order. Current technology can provide effective
NLQA on market research datasets only if the scope of
the problem is sufficiently restricted: one language, a few
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categories, a limited set of descriptive analytics and so on.
Open-ended NLQA is quite beyond existing technology. But
given the rapid advances in machine learning and related
technologies, we may soon be able to ask our BI tool, “How
can I grow my market share in the Northwest?”—and get an
answer.

to branch a workflow and collaborate on a document—
notebooks have already been adopted extensively in the data
science community. Now it’s time for other areas within an
organization, such as citizen data scientists or business
analysts, to take up this technology that is so eminently
suited to their work.

NOTEBOOKS
Imagine being able to develop a complex data analysis one
step at a time, testing it iteratively against a large dataset at
each step. And to have your process of discovery documented
as you go, so that your analysis is transparent to anyone who
picks it up later (including yourself ).
The emerging technology of web-based “notebooks” has the
potential to make this scenario a reality. Notebooks provide
an environment in which a user enters a single programmatic
expression, the expression is evaluated and the result is
returned. The user repeats the process until they have the
solution they need.
Notebooks have the potential to help organizations do agile
analytic development without sacrificing the rigor required
to make results valid and repeatable. They allow users to
create an analytic document that can mix text (including
comments, documentation and mathematical formulas),
programmatic code and data visualizations. An analyst can
create a notebook with a description of the problem they are
trying to solve, write some code to load, cleanse and format
a dataset for analysis, run a short program to test their
working hypothesis against the data, and visualize the result.
The outcome of the analysis is immediately visible inside the
notebook, allowing the hypothesis to be iteratively refined.
The open-source community and certain vendors are
starting to offer notebook-based solutions that will change
how most of us do business analytics. Although not yet
enterprise-class—and lacking key features such as the ability

9

IN FOCUS
THE DEMOCRATIZATION
OF DATA ANALYSIS
Data analysis was historically the preserve of specialists,
aided by an IT organization responsible for the enterprise’s
data warehouse, business intelligence and master data
management platforms.

accommodation. Mobile technology and the Internet of
Things allow business processes to be minutely monitored
in real time. Almost every employee in a digital business can
benefit from having the tools needed to turn data into insight.
Enterprises that fail to democratize data analysis quickly fall
behind their competitors.

This approach delivered enterprise-class business
intelligence, but too often required companies to sacrifice
flexibility, responsiveness and autonomy in return.
Heavyweight business intelligence tools turned IT and data
analysts from enablers into gatekeepers, holding business
people at arms-length from their own data.

How did business intelligence break free of its centralized
command-and-control heritage to meet the challenge of the
agile, democratic, digital world?

THE RISE OF PEOPLE POWER

In an era of business stability, there was no incentive to
innovate a solution to this problem: things worked well
enough to be acceptable and enterprise BI delivered
good results. Then the digital revolution tore up that

Before 2001, serious software was designed for business
use by organizations, but the explosion of personal-
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use computers, the Internet and mobile devices caused
developers to pivot and begin designing software for
the individual end-user or consumer, rather than the
organization. Software became more personal and usable as
a result.

the marketplace as the established business intelligence
platforms of enterprise vendors.

The process of consumerization was accompanied by the
rise of open-source software. Open source made businessgrade software available at no cost and let tech-savvy users
experiment without having to go through the gatekeepers
in IT and finance. A decade after the first emergence of
open source in business, users were further aided by cloud
vendors, who provided environments into which they could
deploy open-source software—or in which it was already
deployed—cutting them free of the corporate infrastructure.

NEW BARRIERS: BIG DATA AND ADVANCED
ANALYTICS

Data analysis had been democratized.

Just when it looked as if a new paradigm had overtaken
business intelligence, the marketplace was sideswiped by big
data and advanced analytics.
The rise of big data shifted the center of gravity of business
intelligence away from the enterprise data warehouse and
corporate spreadsheets. Big data required that analyses
include dozens of new data sources: website and system log
files, sentiment and advertising data, measurements from the
Internet of Things, partner data, weather data, econometrics
and more. Both traditional business intelligence tools and
data discovery tools were born in the world of the corporate
spreadsheet, data mart and data warehouse—not big data.
Vendors quickly gave their tools the ability to connect to
big data, usually through SQL adaptors to Hadoop, but the
experience was not that of a tool designed from the ground
up to tackle the challenges of the digital environment.

At the same time as the cloud was taking off, a generation of
“digital natives”—people who had grown up with computers
as an ordinary part of their lives—began to enter the work
place. They used consumerized software and did not see
programming as the preserve of IT specialists, but as a
widely useful skill: programming wasn’t just for science and
engineering, but the social sciences and humanities as well.
Digital natives expect to be able to use software to solve their
problems, and have the chops to do so.

WITH ONE BOUND, DATA WAS FREE

At the same time, the digital transformation of business
created the need for enterprises to identify and exploit
“business moments”. Business moments are transient
opportunities for consumers, businesses and machines to
interact: for example, an Internet-enabled washing machine
could sense that it was about to run out of detergent,
initiating an interaction with the washing machine’s owner
and a set of approved suppliers to replenish its supply.

In the late 2000s, consumerized data discovery tools and
digital natives came together to light a fire under traditional
business intelligence. Tools such as Qlik, Spotfire and Tableau
could run on a user’s own computer and could ingest,
process, explore and visualize data. These self-service, all-inone tools let users sidestep their IT department’s heavyweight
business intelligence toolkit and long lead times.

Digital business puts a premium on advanced analytics: the
ability to predict, simulate and optimize outcomes. Business
intelligence and data discovery tools excel at answering

Unsurprisingly, data discovery tools experienced huge
and rapid growth, and quickly became as important in
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their most pressing needs for advanced analytics, because
the demand for data scientists far outstrips supply. This
pain point is a huge opportunity for any vendor able to
democratize advanced analytics, even to a limited extent.
As a result, the problem is under attack from a number of
converging directions.

retrospective questions—such as “what happened?” and
“why?”—but they don’t have a track record of addressing
predictive questions.
A number of tools were developed or repurposed to support
advanced analytics on big data. These included open-source
software (R, Python, SPARK) and proprietary tools (most
notably, offerings from IBM and SAS). The majority of
advanced analytic tools are workbenches designed to allow
a tech-savvy data analyst to build their own discovery and
predictive applications. In other words, these tools took data
analysis away from the business user and returned it to the IT
department and the quants.

Hard-core data scientists would benefit from being able to
use the visual data-discovery capabilities of BI tools on big
data as part of their advanced analytic workflow. Business
intelligence vendors are working hard to enable that.

...data-literate users are in far
more plentiful supply than data
scientists, and with the right tools
could help companies plug their
data science skills gap.

DEMOCRACY IS COMING (BACK)
Despite these limitations, the benefits that self-service data
discovery tools brought to business intelligence were far too
great for companies to be willing to give them up. As a result,
traditional enterprise business intelligence vendors quickly
built data-discovery capabilities into their products, while
discovery vendors began to add enterprise features, such as
sophisticated security, to their tools. Business intelligence is
converging on the self-service data-discovery paradigm, but
implemented on a platform that provides enterprise class
security, scalability, performance and management.

Vendors are also looking to help non-expert users by creating
consumerized advanced-analytic tools that enable them to
carry out pre-defined or simplified analytics for themselves.
The logic of democratization is obvious: data-literate users
are in far more plentiful supply than data scientists, and with
the right tools could help companies plug their data science
skills gap.

Big data is also firmly established as the future of business
intelligence. Vendors are enhancing their products to run
data discovery against larger and more diverse datasets
and support complex analyses. This is work in progress, but
mature offerings are in the pipeline; the technical challenge is
one that has been faced and solved several times before.

Looking further into the future, a great deal of work is
being done to bring machine learning to bear on advanced
analytics. University researchers have already demonstrated
data science machine assistants that are able to generate
automatically the best predictive models for a dataset and

Advanced analytics is a tougher nut to crack—it is the
realm of data scientists and quants, and requires a level
of knowledge and skill far beyond the tech-savvy user with
another job to do. Most companies are only able to meet
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algorithms that mine big data for insights; these data science
assistants are closing in on parity with an average data
scientist. Once they are sufficiently mature to be useful, these
capabilities will be implemented in commercial and opensource tools.

CONCLUSION
The trajectory of the democratization of data analysis is clear:
self-service data discovery will expand to encompass both
traditional data sources and big data, and will then expand
further to encompass advanced analytics.
There is a desperate and increasing need to enable nonspecialist users with full-time jobs to undertake self-service
data exploration and analytics on big data.
It’s too early to say which of the candidate solutions
will be successful. But what is certain is that, with the
amount of data on earth set to grow ten-fold by 20201 the
democratization of data analysis is an unstoppable force in
digital business.

1

IDC Annual Digital Universe Study, 2014
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THE BIG DATA WAREHOUSE
Over the last 30 years, business intelligence evolved
from a cottage industry—whose main tool was a desktop
computer—to a mature business using centralized,
enterprise-wide analytic platforms underpinned by an
enterprise data warehouse. The traditional enterprise data
warehouse copies the data it needs into a central location,
transforms it into a common format, removes the noise,
reconciles the inconsistencies, and creates a pristine, holistic,
enterprise view that seamlessly combines information from
disparate business units and third-party data brokers.

analyzable big data. Enterprise decision-making is increasingly reliant on data from outside the enterprise: both from
traditional partners and “born in the cloud” companies, such
as Twitter and Facebook, as well as brokers of cloud-hosted
utility datasets, such as weather and econometrics. Meanwhile, businesses are migrating their own internal systems
and data—including sales, finance, customer relationship
management and email—to cloud services.

The enterprise data warehouse
simply cannot scale to
accommodate big data.

Then, just as it reached maturity, the enterprise data warehouse
died, laid low by a combination of big data and the cloud.
Mobile technology, the rise of digital business and the increasing connectedness of the world through the Internet of
Things have generated exponential growth in the volume of
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Big data has volume, velocity and variety: it is large, grows
at a fast rate, and exists in many different physical formats
(video, text, audio, web page, database, etc.). It is not
possible to apply traditional warehousing techniques to this
sort of data. The workflows that populate an enterprise data
warehouse need to be defined by IT professionals, and many
processes require expert human intervention for quality
control and exception handling. There are also the technical
demands of the bandwidth needed to copy data into the
central warehouse environment and the computing power to
transform it into a standard format.

data warehouse. To the user, a logical data warehouse looks
just like an enterprise data warehouse. But in fact, it is a
single-query interface that assembles a logical view “on top
of ” a set of heterogeneous and dispersed data sources.
In order to look like an enterprise data warehouse, a
logical warehouse has to transform and standardize the
data in real time, as it is queried. The great strength of the
logical warehouse is that it is possible to do just enough
standardization and transformation to meet an immediate
business need just in time, rather than having to standardize
and transform every piece of data for every possible query
up front.
However, if the data being queried is stored in multiple
formats and in multiple physical locations, this is both
technically difficult and inefficient; this is why the logical
warehouse has not simply replaced physical data warehouses.

As data-proliferation closes one
door, technology opens another.

Logical data warehouses that span enterprises—an
approach often described as “federation”—are particularly
inefficient, because the problems of data being in different
formats, and in physically distant locations connected by
limited bandwidth, are magnified by the physically- and
technologically-distinct corporations that are being bridged
together. Today’s solutions are the data lake and APIs. But
both suffer challenges of their own.

At the same time—as more and more sources of data
move to the cloud—what Gartner calls “data gravity” will
pull enterprise data out of the on-premise data center and
disperse it into the cloud, accelerating the demise of the
enterprise data warehouse.
Today, the enterprise needs a big data warehouse that
combines on-premise and in-the-cloud datasets into a
comprehensive view of its business and the environment in
which it operates.

THE DATA LAKE
A data lake is a physical instantiation of a logical data
warehouse: data is copied from wherever it normally resides
into a centralized big data file system, thereby solving the
problem of data being physically dispersed. This is not any
kind of return to the traditional data warehouse—the data
lake is designed for far greater agility, scalability, and diversity
of data sources than a traditional data warehouse.

LOGICAL DATA WAREHOUSES AND FEDERATION
TECHNOLOGY
One of the most mature solutions to the problem of
aggregating data from disparate data sources is the logical
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It is relatively easy for an enterprise to add its own data to
a lake, but there are many datasets of critical importance
outside of the enterprise. It may be possible to copy lowvolume, stable, third-party datasets into the lake, but this will
not always be a viable solution—whether for reasons of data
confidentiality or data volume, or because the data is volatile
and requires excessive change management.

how to run discovery-type processes in this environment has
received serious attention. The most promising approach is
to implement APIs designed from the ground up to support
big data. These APIs use overcome the problem of moving
large amounts of unstructured data across a network by
transmitting it in a highly compressed form, and having the
data describe itself so that the lack of a pre-defined structure
is not an issue.

In the case of external data in the cloud, an enterprise might
be able to extend their private network into the cloud to
encompass the dataset and federate it with their on-premise
lake. This is undoubtedly technically feasible; the only
issues are the willingness of the data owner to agree to the
arrangement, and performance (depending on the bandwidth
of the connection between the cloud and the on-premise data
center).

INTEGRATING DATA IN A BIG DATA WORLD
Physically co-locating data in a data lake, or logically through
APIs or a form of federation, solves the problem of data
dispersal. It does not address the issue that the data is in many
different formats and is un-harmonized. The enterprise data
warehouse solves the format problem by brute force: extracting
all of the data from source and loading it into a single database.
It solves the integration problem by using master data
management software to apply a consistent set of descriptive
metadata and identifying keys across the whole dataset.

APIS
Rather than lifting and shifting data into a lake, a big data
warehouse can federate with external data sources by means
of their published APIs.

Although big data technologies and the data lake approach
have a major role to play in the future of data warehousing, the
many different of types of data the warehouse needs to contain
(including images, video, documents, associations, key value
pairs, and plain old relational data) means that there is no one
physical format that is optimal for storing and querying all of
it. As a result, many people are strong proponents of a polyglot
persistence approach: data is stored in the most appropriate
form and an overarching access layer provides a single interface
and query language to interrogate the data. The access layer
takes responsibility for translating the query into a form the
underlying data stores can understand, combining results
across stores and presenting the results back to the user.

It is often far more effective for an enterprise to consume
APIs that answer its business questions (“What is my
top-performing brand?”) than to amass the data required
to answer these questions for itself. Remote APIs are an
appropriate solution when the enterprise knows what it needs
to know and can ask for it.
Remote APIs are less effective for advanced analytics and
data discovery—where the user doesn’t know what they
don’t know, and as a result is obliged to make API calls that
move large volumes of data across a wide area network. This
has traditionally been a poorly-performing approach, mainly
due to the bandwidth problems of moving so much data.
Advanced analytics is one of the main uses of big data; given
that big data is inherently distributed, solving the problem of

There are already many interfaces that allow developers to
query big data in a non-relational format using SQL. Although
it may take some time for comprehensive, fully functional and
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enterprise warehouse model and the master data associated
with them are valuable enterprise assets that should be reused
in a big data world. Matching dimensions between internal
and external datasets and identifying common items on those
dimensions allow data to be snapped together and years of
master data investment to be leveraged.

efficient solutions to the complications of polyglot persistence
to become mainstream, it is an eminently solvable problem.
The problem of data integration and harmonization is much
more challenging because it is one of content, not technology.
One way of looking at this is to recognize that polyglot
persistence gives you the grammar, but no vocabulary.
Grammar has just a small number of rules—but the language it
orders will have hundreds of thousands if not millions of words.

...the problem of data integration
and harmonization is much
more challenging because it is one
of content, not technology.

Unless the disparate datasets in a data lake are aligned
and harmonized, they cannot be joined or co-analyzed. The
techniques used to do this in an enterprise data warehouse are
manual and rely on a limited number of experts—they don’t
scale to big-data volumes.
Data discovery tools have provided a partial solution to the
problem by democratizing integration. An analysis may require
a business user to combine several disparate datasets. To
support this, discovery tools have built-in, lightweight, highproductivity integration capabilities—generally known as
“data wrangling”—to distinguish them from heavyweight
data warehouses with extract, transform and load (ETL)
processes. This basic and very user-friendly functionality
removed the expert bottleneck from integration: users could do
integration for themselves. The downside of this approach is
that integration tends to be done by users in isolation and the
integration process is not repeatable, shareable and cataloged.
It results in data puddles rather than a data lake. This may
be the best approach to providing a fast answer to a tactical
question: it allows the flexibility to apply just enough integration
to meet the business need if, for example, all that is required
is a quick directional read on a trend. The one-size-fits-all
enterprise data warehouse approach is inflexible and slow in
comparison. Nevertheless, the data puddle has obvious issues
if a consistent or enterprise-wide view is required.

A problem for both traditional and democratized data
integration is that they rely on people, albeit a much larger pool
of people in the case of democratized integration. Big data is
not only vast, it is also fast: if the sheer amount of data needing
integration does not overwhelm individuals, the speed at which
it needs to be integrated before it becomes stale will. That is
why the common thread linking the tools attempting to scale
data integration for the digital world is the use of machine
learning and statistical matching techniques. After appropriate
learning, these tools fully automate simple integration tasks
and only promote complex cases or exceptions to humans for
adjudication. For some analyses, fully automated matching may
give a good enough result. If users need real-time or near-realtime directional reporting, it is the only way to go.

Companies have often spent a great deal of time and money
curating their enterprise master data. The data warehousing
guru Ralph Kimball argues that the dimensions identified in the
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CONCLUSION
Given the current state of technology, there is no single
solution for creating a big data warehouse to replace the
now outdated enterprise data warehouse. In the short
term, the enterprise data warehouse will remain the golden
nugget at the heart of a company’s data assets. It will be
supplemented by, or subsumed into, a data lake, which
contains the many and various big data sources the company
is able to co-locate. Data that cannot be co-located in the lake
will be accessed through APIs and federation technologies,
such as logical data warehouses. Data harmonization will
take on even greater importance than it does now, but will
transform from the clerically intensive, one-size-fits-all
approach of the enterprise warehouse to a highly automated
and need-driven approach.
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ANALYTIC MARKETPLACES
In the early 2000s, the maturity of enterprise software meant
that IT was seen as a commodity, not a source of competitive
advantage. This received wisdom has been turned on its
head in the last decade: the digital economy created a huge
number of business opportunities that could only be realized
through differentiating software.

While companies are keen to use
third-party data for their own
benefit, most are understandably
unwilling to make their own
commercially sensitive data
available for others to use.

As the digital revolution took hold, big data blurred the data
boundary of the enterprise. In theory, a haulage company
should be able to combine its own fleet information with
weather, traffic, satellite and competitor data, and then
analyze it using the best available predictive models
to optimize its fleet distribution. Some of the data and
algorithms that companies need for this type of 360-degree
analysis are freely available or can be bought, but the majority
of the most useful data is still locked behind the firewall.
While companies are keen to use third-party data for their
own benefit, most are understandably unwilling to make their
own commercially sensitive data available for others to use.
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into areas that its competitors, partners or customers may
consider sensitive or confidential.

How can this circle be squared? Nielsen has already solved
the problem for market research, acting as a broker to make
sensitive retailer data available to manufacturers in a way
that is commercially acceptable. It is possible that analytic
marketplaces will arise to provide a generic solution to
this problem, encompassing all types of data, and to allow
companies to share and monetize sensitive information
without undue risk.

It is accepted wisdom that enterprises need to keep their
intellectual property and commercially sensitive information
confidential. There has been a recent counter-current to this
received wisdom: Tesla gave up its electric car patents, and many
technology companies (such as Cloudera, Google, Facebook,
Yahoo, and IBM) made some of their proprietary software
open source, including foundational components of the big
data revolution such as Hadoop. But these companies appear
to be exceptions, and there is no obvious trend towards open
sourcing intellectual property outside the software industry.
Most data owners have limited appetite for sharing transactional
data, and no appetite for sharing their more commercially
sensitive information, such as pricing and margins. On the
other hand, companies realize that there are large potential
benefits to combining their data with that of partners and third
parties so that it can be better mined for insights. They are also
increasingly aware that their enterprise data is an asset and they
would like to be able to monetize it—if they can do so without
compromising commercial confidentiality.

The same analytic marketplaces also have the potential to
redefine the way software is built and sold. The rise of mobile
devices has led to the creation of small, single-purpose,
consumerized apps. Apps make it easy to accomplish
individual tasks; apps are in marked contrast to traditional
enterprise applications, such as resource planning, which
attempt to automate a broad range of tasks for a diverse
group of users. There is still a need to accomplish multistage, multi-part tasks in the app world. But users have
become adept at assembling and choreographing multiple
app interactions to do this, aided by improved app-to-app
integration and tools like Zapier and IFTTT that automate
workflows between apps. There is the potential for monolithic
enterprise software to be consumerized and “appified”. An
analytic marketplace could promote the creation of modular
components within the marketplace, which can be snapped
together to create new business capabilities. If enterprise
companies move their IT wholesale to the cloud, traditional
software vendors would also need to move wholesale into
cloud-based software marketplaces, or provide their software
as a service in the cloud.

One conceptual solution would be for the data owner (or
its agent) to provide an analytic software appliance that
implements its acceptable use policy. The appliance connects
to the data and allows it to be processed as certified by the
owner; all other usage is disallowed. The data is encrypted at
rest, so even an administrator with access to the data is only
able to read it through the analytic appliance.
In principle, such an analytic appliance could be installed
in the consumer’s data center. This would effectively also
require the data to be copied into the data center, with all
the known drawbacks of that approach. In addition, the data
owner would need to certify the software for the consumer’s
environment on an ongoing basis and maintain and support
the appliance on-site; this would be a burden both for the
data owner and the consumer.

SHARING SENSITIVE INFORMATION
The approach of building a data warehouse (or a data lake or
a logical data warehouse) as the foundation of an enterprise’s
business intelligence system is based on the premise that
all the data an enterprise needs to analyze is freely available.
In reality, the range of data of interest to a company extends
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CHANGING THE SOFTWARE PARADIGM

Given that the dataset is almost certainly already in the cloud,
it makes sense to deploy the analytic software appliance
to the cloud, too. Cloud environments support software
containers (for example, Docker) that package applications
for easy, secure and isolated deployment. The containerized
appliance would be deployed to the enterprise’s virtual private
cloud inside its security perimeter.

Some industry-watchers believe that the conjunction of
consumerization, big data and marketplaces could force a
revolution in the way software is developed, sold and used:

The fact that the analytic software appliance, inside its
container, is essentially independent of the external
environment makes support, maintenance, troubleshooting
and upgrades much easier for all parties. Upgrades and bug
fixes simply require the deployment of a new version of the
container.
The solution described is point-to-point: it makes a connection
between one data provider and one data consumer. In an
environment in which there are many providers and many
consumers, point-to-point solutions tend to break down. This
is where marketplaces have a potential role to play.
In theory, the major cloud platform providers could create
analytic marketplaces that would solve the problem of manyto-many point connections. Analytic marketplaces would
not sell data, because data is sensitive. They would sell the
outcome of running an analytic model against a dataset.
The result might be a narrative summary of the data or a set
of aggregations, which do not reveal sensitive information.
The marketplace owner would curate the third-party models
that can run against the data, and would ensure they were
certified against the constraints specified by the data owner.
Consumers would purchase the ability to run a model against
a dataset.

•

Apps and software consumerization have created users
who don’t need the security blanket of monolithic
applications and one-vendor-does-everything
technology stacks.

•

Big data and predictive analytics offer huge
opportunities to any business able to assemble
a holistic data view of its internal and external
environment.

•

Companies are increasingly aware of the value of
their data and algorithms—and are looking for
ways to monetize them without compromising their
commercial interests.

...big data and marketplaces could
force a revolution in the way
software is developed, sold and used.
Analytic marketplaces could exploit these trends.
Developers could use the marketplace platform to build
components or even complete apps for sale. They could also
sell computational algorithms and data visualizations.

In this environment the data provider and consumer would
both have a single connection with the marketplace owner,
rather than having to manage many connections with
different providers and consumers.

Data owners would use the marketplace to sell their data in
an encapsulated form, as already described.
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Marketplace customers would be able to purchase an app,
algorithm, analytic component or data capsule to meet a
particular need. More ambitious users could assemble a
complete solution combining multiple components from
different vendors.

Once marketplaces have achieved a degree of maturity,
they should become attractive to a much broader group of
companies, with more pedestrian use cases. The marketplace
could allow a business to assemble a vertical solution
tailored to its specific requirements, as an alternative to
implementing a monolithic vendor application containing
a lot of functionality it never uses. Marketplace assembly
would be easier, faster and potentially cheaper than the
vendor route. It would also confer greater flexibility and
agility: everyone knows the frustration of having to wait for
an incumbent full-stack vendor to upgrade their product to
incorporate the latest innovations. Marketplaces will allow
companies to stay constantly up to date simply by swapping
components.

Described like this, it is clear that the analytic marketplace
is an ultra-sophisticated B2B app store. The potential for
positive network effects and the concomitant explosive
growth in the marketplace is obvious. But the potential
for network effects exists in every marketplace, and only
a minority of digital marketplaces have succeeded—what
factors might predispose analytic marketplaces for success?
The benefits to application and data providers are obvious:
they have the opportunity to monetize otherwise empty
assets. However, they will only be able to realize this value if
the marketplace attracts sufficient consumers—what is in it
for the consumer?

The shift from vendor applications to analytic marketplaces
will be analogous to the shift from on-premise computing
to the cloud—it may not be cheaper than doing things the
traditional way, but the flexibility, agility and improved quality
that result will be compelling reasons to move.

The consumer gains access to data, algorithms and analytic
components that he or she would not otherwise have; more
importantly, these components come pre-implemented
and pre-integrated as part of the marketplace platform. In
theory a consumer could assemble exactly the same solution
outside a marketplace, but this would be technically far more
challenging and very time-consuming. The consumer would
also have to negotiate usage, licensing and confidentiality
agreements with the owner of each component, whereas this
is handled for them by the marketplace owner. The benefits
are huge, so long as the model of assembling software works.

CONCLUSION
It is notoriously difficult to predict the success of
marketplaces, otherwise we would all be Uber millionaires.
Analytic marketplaces are barely beyond the concept stage at
the moment. It is likely they will undergo major, unpredictable
evolution before they mature—if they ever do. That said, the
confluence of the forces of consumerization, big data and
digital marketplaces make it likely that there will be a major
shake-up in the way that software is developed and used in
the next five years.

In the short term, marketplaces are probably going to be
centers of experimentation and innovation. They should
allow companies to assemble leading-edge proofs of concept
more quickly, more cheaply and with less risk than if they did
everything themselves from scratch. The improved ability to
innovate will be very attractive to visionary companies.
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